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Solving finite element problems

Many finite element problems roughly follow this algorithmic outline
▶ Create mesh
▶ Set up enumeration of degrees of freedom, boundary conditions, main data structures
▶ Perform time loop / load steps
▶ Within each time step, solve a linear or nonlinear system of equations for the

unknowns in the finite element solution description
▶ Nonlinear problems usually traced back to a sequence of linear problems, e.g. Newton

▶ Possibly adapt the computational mesh during the simulation

Constituents of resulting linear systems: Matrix A and right-hand side b

Ax = b

Thus, efficient finite element algorithms depend on two factors:
▶ Efficient computation of matrix A and vector b (assembly)
▶ Efficient linear solver (solution)
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Requirements on linear solvers

▶ Solution time should increase linearly with system size n
▶ Twice as large system → tsol not more than 2× higher

▶ Memory requirements should not be much higher than the memory of the sparse
system matrix A
▶ Want linear increase in memory requirements as well

▶ Solver should work in parallel on a cluster
▶ Reduce solution time by using more processing power
▶ Solve large problems in a distributed way where system matrix does not fit into memory of

a single node
▶ Compatible with newer technologies such as GPUs

▶ Solver should be robust with respect to problem parameters and possibly work across
different problem types
▶ This is why dealii-X has a strong component on sparse direct solvers with MUMPS
▶ This is why several teams in dealii-X develop problem-adapted preconditioners, e.g. block

preconditioners for coupled problems or advanced preconditioning strategies such as the
ones in PSCToolkit

→ iterative solvers
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Classification of iterative solvers

Iterative methods:
▶ Linear increase of solution time with problem size: Yes1

▶ Linear increase of memory: Yes, only sparse matrices and vectors
▶ Parallel scaling: Yes, matrix-vector products are parallel2

▶ Robustness to parameters & problem types: No, iterative solvers are quite sensitive and
must be adapted to problem at hand

1if carefully chosen and combined with “preconditioners”
2inner products may be limiting for many parallel processing units (> 1000)
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Iterative methods

Iterative method: Improve initial guess x0 iteratively by using matrix-vector products Axk ,
i.e.

xk+1 = P
(
xk ,Axk ,b

)
such that xk → x for k → ∞.

Black box view:

Pxk xk+1

Black box view problematic since it ignores the prerequisites of the different iterative solution
methods for convergence!
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Iterative methods

Iterative method: Improve initial guess x0 iteratively by using matrix-vector products Axk ,
i.e.

xk+1 = P
(
xk ,Axk ,b

)
such that xk → x for k → ∞.

Prerequisites
All iterative methods have certain prerequisites for convergence. If these are not fulfilled
there is no guarantee to obtain a good approximation of the solution x .

Typical prerequisites:
▶ A has to be symmetric positive definite.
▶ A has to be diagonally dominant.
▶ A must not have zeros on the diagonal.
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Iterative methods

Iterative method: Improve initial guess x0 iteratively by using matrix-vector products Axk ,
i.e.

xk+1 = P
(
xk ,Axk ,b

)
such that xk → x for k → ∞.

Basic usage:
▶ Only perform a finite number of iterations (possibly k ≤ C with C ≪ n a constant)
▶ How many iterations should we do — when to stop?
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Example iterative solver: Conjugate gradient method

Idea: Instead of solving Ax = b minimize the
functional

E(x) :=
1
2

xT Ax −bT x .

Iterative process:

▶ Use A-conjugate search directions pk :

pT
i Apj = 0 ∀i ̸= j.

▶ Step length parameter αk : minimize E(xk+1) in the affine
Krylov subspace

Vk := x0 +span{r0,Ar0, . . . ,A
k−1r0}

= x0 +span{p0, . . . ,pk−1}.

▶ Only need to correct pk+1 by the immediately preceding
direction pk , all other directions are implicitly A-conjugate
→ short-term recurrence, fast

Illustration

A =

(
1 0
0 5

)
,b =

(
0
0

)
,x0 =

(
−4
−2

)

−5 0 5
−5

0

5

x0
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Example iterative solver: Conjugate gradient method

Idea: Instead of solving Ax = b minimize the
functional

E(x) :=
1
2

xT Ax −bT x .

Iterative process:

▶ Use A-conjugate search directions pk :

pT
i Apj = 0 ∀i ̸= j.

▶ Step length parameter αk : minimize E(xk+1) in the affine
Krylov subspace

Vk := x0 +span{r0,Ar0, . . . ,A
k−1r0}

= x0 +span{p0, . . . ,pk−1}.

▶ Only need to correct pk+1 by the immediately preceding
direction pk , all other directions are implicitly A-conjugate
→ short-term recurrence, fast

Algorithm

r0 = b−Ax0

p0 = r0
for k = 0,1, . . .

vk = Apk

αk =
rT
k rk

pT
k vk

xk+1 = xk +αk pk

rk+1 = rk −αk vk

(
= b−Axk+1

)
βk =

rT
k+1rk+1

rT
k rk

pk+1 = rk+1 +βk pk
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Convergence speed (how many iterations?)

Look at two examples:

Mass matrix
(v ,u)Ω = (v , f )Ω

1D illustration

AM =
h
6


2 1
1 4 1

1 4 1
. . .

. . .
. . .


AM is symmetric, positive definite, diagonally
dominant
In practice: (symmetric) dynamic problem,
small ∆t

Laplace (stiffness) matrix

(∇v ,∇u)Ω = (v , f )Ω

1D illustration

AL =
1
h


1 −1
−1 2 −1

−1 2 −1
. . .

. . .
. . .


AL is symmetric, positive definite but not
diagonally dominant
In practice: stationary elliptic problem

Prerequisites for CG method are fulfilled!
M. Kronbichler Efficient matrix-free solvers with deal.II 8



CG convergence example

▶ 3D Cartesian mesh, Q2 finite elements
▶ Iterate until relative residual ∥r k∥/∥b∥< 10−8

▶ No preconditioner
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CG convergence example

▶ 3D Cartesian mesh, Q2 finite elements
▶ Iterate until relative residual ∥r k∥/∥b∥< 10−8

▶ No preconditioner

Residual norm for h = 1
64 and 2.1 million DoFs
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CG convergence example

▶ 3D Cartesian mesh, Q2 finite elements
▶ Iterate until relative residual ∥r k∥/∥b∥< 10−8

▶ No preconditioner

Solution time on notebook processor (2 cores)
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Explanation of convergence behavior

Convergence speed for CG method
Assume A to be symmetric positive definite with the condition number

κ(A) =
λmax(A)
λmin(A)

.

Then, the convergence speed of CG has the form

∥x −xk∥ ≤

[√
κ(A)−1√
κ(A)+1

]k

∥x −x0∥

Condition numbers for Mass and Laplace matrices (Q2 elements, 3D):

h 1
32

1
64

1
128 general

mass matrix 52.2 52.0 52.3 O(1)

Laplace matrix 1450 5810 23200 O(h−2)
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Summary
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Preconditioning

▶ Slow progress in CG (or other solvers like GMRES) for badly conditioned matrices
(common in fluid flow, elasticity, etc.)

▶ Try to improve condition numbers (and hence performance) by solving a modified
system

AP−1u = b, u = Px

for some preconditioner P.
▶ Goal: AP−1 ≈ I and P−1 should be cheap to apply (so there is no use in setting

P−1 = A−1).
▶ Any (linear) operator can be used as preconditioner:

▶ Jacobi or Gauss–Seidel iteration (e.g. P−1 = (D+L)−1)
▶ Incomplete matrix factorizations (ILU)
▶ Multigrid
▶ Block preconditioning adapted to problem for multi-physics problems

▶ Within each block, use some of the above strategies
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Designing fast solvers

We can select from two main options:
▶ Reduce the number of iterations with good preconditioner: multigrid
▶ Make each iteration run as quickly as possible: matrix-free methods
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Finding optimal preconditioners: Analysis of point-Jacobi

Let at damped point-Jacobi method with ω = 0.5: 1D on (0,1), Laplace equation
(vx ,ux)Ω = 0, exact solution of Ax = 0 is 0, initial value x0 is some random vector
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Finding optimal preconditioners: Analysis of point-Jacobi
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Finding optimal preconditioners: Analysis of point-Jacobi

Let at damped point-Jacobi method with ω = 0.5: 1D on (0,1), Laplace equation
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Finding optimal preconditioners: Analysis of point-Jacobi

Let at damped point-Jacobi method with ω = 0.5: 1D on (0,1), Laplace equation
(vx ,ux)Ω = 0, exact solution of Ax = 0 is 0, initial value x0 is some random vector
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Finding optimal preconditioners: Analysis of point-Jacobi

Let at damped point-Jacobi method with ω = 0.5: 1D on (0,1), Laplace equation
(vx ,ux)Ω = 0, exact solution of Ax = 0 is 0, initial value x0 is some random vector

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
−2

−1.5

−1

−0.5

0

0.5

1

1.5

2

x

u(
x)

 =
 e

rr
or

h = 1/128, it = 1000
n

M. Kronbichler Efficient matrix-free solvers with deal.II 14



Properties of damped Jacobi iteration

▶ High oscillations (high frequencies/high energies) are damped very quickly after a few
iterations ⇒ error becomes smooth

▶ It takes a looooong time to damp low frequencies

Key observation
The definition of high frequencies is relative to the mesh: Low frequencies on fine mesh ⇔
high frequencies on coarse mesh

h = 1
100
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Use Jacobi to smoothen on different levels

1D on (0,1), Laplace equation (vx ,ux)Ω = 0, exact solution of Ax = 0 is 0, initial value x0 is
some random vector
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Use Jacobi to smoothen on different levels
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Use Jacobi to smoothen on different levels
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Use Jacobi to smoothen on different levels
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Use Jacobi to smoothen on different levels
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Use Jacobi to smoothen on different levels

1D on (0,1), Laplace equation (vx ,ux)Ω = 0, exact solution of Ax = 0 is 0, initial value x0 is
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Use Jacobi to smoothen on different levels

1D on (0,1), Laplace equation (vx ,ux)Ω = 0, exact solution of Ax = 0 is 0, initial value x0 is
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Summary of observation

▶ Different frequencies are damped effectively on different grids
▶ The coarser the grid, the cheaper the Jacobi iterations
▶ At a coarse level where matrix dimension n is small, can use a direct solver
▶ Finally transfer corrections back to the finer grids
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Basic multigrid algorithm

S post
1

S post
2

S pre
1

S pre
2

S0

A1

A1

A0

Basic ideas
▶ Reconstruct the fine level

solution from information of
coarse representations of the
fine problem.

▶ Apply cheap smoothers S on
each multigrid level.

▶ Restriction and prolongation
operators transfer information
between different multigrid
levels.

The multigrid method is fully defined by the level
smoothers and transfer operators!

Main idea:
Attack different components of the error
on different grids/levels!
⇒ Desired optimal behavior: conver-
gence in a fixed number of iterations in-
dependent of problem size n.
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Basic multigrid algorithm
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Basic multigrid algorithm

P0→1R1→0

P1→2R2→1

S post
1

S post
2

S pre
1

S pre
2

S0

A1

A1

A0

Recursive algorithm
Multigrid(xk ,bk ):

1. If n < 1000, use direct solver and
return.

2. Presmoothing: Apply S pre
k on xk .

3. Transfer residual rk to next coarser
level:

rk−1 = Rk→k−1rk

4. Call Multigrid(xk−1, rk−1).

5. Transfer correction xk−1 to fine grid
and add to xk :

xk = xk +Pk−1→k xk−1

6. Postsmoothing: Apply S post
k on xk .

The multigrid method is fully defined by the level
smoothers and transfer operators!

Main idea:
Attack different components of the error on
different grids/levels!
⇒ Desired optimal behavior: convergence in
a fixed number of iterations independent of
problem size n.
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⇒ Desired optimal behavior: convergence in
a fixed number of iterations independent of
problem size n.
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Parallel mesh and multigrid algorithms in the deal.II library

▶ Finite element library deal.II integrates functionality of the p4est library,
dynamically adapted meshes (with hanging nodes), forest of trees4

▶ Each processor has its view of mesh (refined from coarse mesh)5

▶ deal.II implements massively parallel geometric multigrid in 2D & 3D on both
continuous and discontinuous elements6

View of active cells View of multigrid levels

proc 0 proc 1 proc 2

level 0

level 1

level 2

level 3

4
www.p4est.org

5W. Bangerth, C. Burstedde, T. Heister, M. Kronbichler, ACM TOMS 38(2), 2011
6C. Clevenger, T. Heister, G. Kanschat, M. Kronbichler, A flexible, parallel, adaptive geometric multigrid method for FEM, ACM TOMS, 47(1), 2020
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Coarsening options with deal.II

▶ Problem: Large coarse mesh + some
adaptive refinements

▶ Question: How to create coarser
problems needed for multigrid?

▶ Classical approach 1: reduce
polynomial degree down to linear
methods (p multigrid)

▶ Hybrid multigrid: after p coarsening,
coarsen also mesh (ph MG)

▶ Also possible to transfer DG →
continuous elements as first step in
hierarchy (cph coarsening)

▶ Combined with AMG on coarse level
▶ Multigrid V-cycle in lower precision

(FP32)

h-MG

p-MG

p-MG

h-MG

Â

hp-MG ph-MG

AMG AMG

Â

h-transfer p-transfer c-transfer
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Efficient FEM discretizations

▶ Methods of higher order of accuracy on complicated
geometries: Finite elements and discontinuous Galerkin
▶ Higher order = better for fine scales due to better dispersion

and dissipation behavior
▶ Higher order methods can solve problems with fewer global

unknowns
▶ High-order methods good fit for modern hardware

▶ Preserve top-quality numerical metrics
▶ Allow state-of-the-art method research with deal.II

▶ Applicable to mixed meshes (hex, tet, pyramids, wedges)
▶ Hexahedra offer best performance, but other element types

better for complex geometries

Same number of DoFs:

pol. degree 1, fine mesh

pol. degree 4, coarse mesh
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Efficient FEM discretizations

▶ Methods of higher order of accuracy on complicated
geometries: Finite elements and discontinuous Galerkin
▶ Higher order = better for fine scales due to better dispersion

and dissipation behavior
▶ Higher order methods can solve problems with fewer global

unknowns
▶ High-order methods good fit for modern hardware

▶ Preserve top-quality numerical metrics
▶ Allow state-of-the-art method research with deal.II

▶ Applicable to mixed meshes (hex, tet, pyramids, wedges)
▶ Hexahedra offer best performance, but other element types

better for complex geometries

Low order needs finer mesh:

pol. degree 1, fine mesh

pol. degree 4, coarse mesh
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High-order methods fit well with modern hardware

Community claim:
High-order methods fit well with modern hardware because of
dense computations on cached data

▶ Going the classical finite element route to build a sparse
matrix does not yield particularly competitive method:




Sparsity pattern
Poisson 1D
Low-order FEM

Sparsity pattern
Poisson 1D
High-order DG
SIP method

▶ Sparse matrix algorithms limited by memory bandwidth →
reduced sparsity of high orders leads to slower execution for
high orders

▶ Apart from reducing indirect addressing, the ability to cache
data gets reduced!

Low-order

High-order
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Performance analysis

▶ Iterative solvers spend 60–95% of time in matrix-vector
product or related substitutions (Gauss–Seidel, ILU)

▶ Sparse matrix-vector product with 0.16–0.25 Flop/Byte
memory bandwidth limited
▶ Bad already on 2005’s hardware
▶ Terrible in 2025 and in foreseeable future
▶ Modern CPUs/GPUs provide 3–20 Flop/Byte

▶ Especially critical for higher order methods
▶ Matrix becomes more densely populated
▶ Degree 4 10× as expensive per unknown as degree 1

▶ Limited possibility for tuning (= reduce memory transfer)
▶ Very hard to gain more than 30%

▶ Only way out: matrix-free algorithm with action of matrix
entries on vector on the fly
▶ Stencil-based (low order, meshes with structure)
▶ Fast computation of FEM integrals → my choice
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Matrix-free operator evaluation by integration

matrix-based: A =
Nel

∑
e=1

PT
eAePe (assembly)

v = Au (matrix-vector product
within iterative solver)

matrix-free:

v =
Nel

∑
e=1

PT
eAe (Peu)

implication: assembly facilities
within iterative solvers

Matrix-vector product
Matrix-free evaluation of FEM Laplacian
▶ v = 0
▶ loop over elements e = 1, . . . ,Nel

(i) Extract local vector values: ue = Peu
(ii) Apply operation on element by integration:

ve = Aeue (without forming Ae)
(iii) Sum results from (ii) into the global solution

vector: v = v +PT
eve

Design goals of implementation in deal.II:

▶ Data locality for higher arithmetic intensity: single
sweep through data

▶ Absolute performance in unknowns per second
(DoFs/s), not maximal GFlop/s or GB/s

M. Kronbichler, K. Kormann: A generic interface for parallel finite element operator application. Comput. Fluids 63, 2012
M. Kronbichler, K. Kormann: Fast matrix-free evaluation of discontinuous Galerkin finite element operators. ACM Trans Math Softw 45(3), 29, 2019
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Matrix-vector product on cell by integration

Contribution of element Ωe to matrix-vector product for finite element Laplacian

(Aeue)i =
∫
Ωe

∇x φi ·∇xuhdx ≈ ∑
q

wq detJq ∇x φi ·∇xuh
∣∣∣
x=xq

= ∑
q

∇ξ φiJ−1
q (wq detJq)J−T

q ∑
j

∇ξ φjue,j

∣∣∣
x=xq

, i = 1, . . . ,cell dofs

(a) Compute unit cell gradients ∇ξ uh = ∑j(∇ξ φj)ue,j at all
quadrature points

(b) At each quadrature point, apply geometry J−T
q , multiply

by quadrature weight and Jacobian determinant, apply
geometry for test function J−1

q

(c) Test by unit cell gradients of all basis functions and sum
over quadrature points

Matrix notation:

ve = Aeue

= STWSue

with
Sqi = ∇ξ φi

∣∣
ξ q

W qq = J−1
q (wq detJq)J−T

q
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Matrix-free method with naive interpolation

▶ Matrix-free method trades memory transfer for additional computation
▶ Naive approach: Use dense interpolation/derivative matrices S; same matrix on each

element → data re-use by caches
▶ Not competitive in 2009, but has become surprisingly good in difficult cases3
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3Sun, Mitchell, Kulkarni, Klöckner, Ham, Kelly: A study of vectorization for matrix-free finite element methods, Int J High Perf Comput Appl 34(6), 2020
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Interpolation and integration with tensor products: sum factorization

▶ Efficient evaluation of S and ST matrices with structure S3D =

Sζ ⊗Sη ⊗Dξ

Sζ ⊗Dη ⊗Sξ

Dζ ⊗Sη ⊗Sξ


▶ Ideas from spectral elements (1980s) for tensor product shape functions and tensor

product quadrature
▶ Visualization of interpolation of ∂u

∂ξ
with Q3 element (Lagrange basis) Sη ⊗Dξ :

successively apply 1D kernels

Vector values uK on nodes
∂uh

∂ξ
on quadrature points

Dξ Sη

Tensor-based evaluation reduces evaluation cost from 44 to 2×43

In general for degree p and dimension d : O((p+1)2d) to O(d(p+1)d+1)
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Matrix-free methods with sum factorization

▶ Matrix-free method trades memory transfer for additional computation
▶ Naive approach: Use dense interpolation/derivative matrices S
▶ Sum factorization: Lower complexity for higher degrees, only 1D interpolation matrices

(matrix-matrix multiplication)
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M. Kronbichler, K. Kormann: A generic interface for parallel finite element operator application. Comput. Fluids 63, 2012
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Matrix-free vs. matrix-based methods

▶ Performance of matrix-vector product
essential for iterative solvers

▶ Sparse matrices unsuitable for higher
orders p ≥ 2 on modern hardware due to
memory-bandwidth limit

▶ Matrix-free algorithm successful in
trading computations for less memory
transfer
▶ Software: Specify operation at

quadrature points
▶ Combine with reference cell

interpolation matrices
▶ Indirect access into vector entries for

continuous FEM

Throughput of matrix-vector product (billion unknowns
processed per second) of 3D Laplacian
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DG, affine DG, curved FEM, curved FEM, SpMV

System: 1 node of 2×24 cores of Intel Xeon Platinum 8174 (Skylake)
Memory bw: 205 GB/s, arithmetic peak 3.5 TFlop/s

Kronbichler, Kormann: A generic interface for parallel cell-based finite element operator application. Comput Fluids 63:135–147, 2012
Kronbichler, Wall: A performance comparison of continuous and discontinuous Galerkin methods with fast multigrid solvers. SISC 40(5):A3423–48, 2018
Kronbichler, Kormann: Fast matrix-free evaluation of discontinuous Galerkin finite element operators. ACM TOMS 45(3):29/1–40, 2019
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▶ Performance of matrix-vector product
essential for iterative solvers

▶ Sparse matrices unsuitable for higher
orders p ≥ 2 on modern hardware due to
memory-bandwidth limit

▶ Matrix-free algorithm successful in
trading computations for less memory
transfer
▶ Software: Specify operation at

quadrature points
▶ Combine with reference cell

interpolation matrices
▶ Indirect access into vector entries for

continuous FEM

Throughput of matrix-vector product (billion unknowns
processed per second) of 3D Laplacian
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DG, affine DG, curved FEM, curved FEM, SpMV

System: 1 node of 2×24 cores of Intel Xeon Platinum 8174 (Skylake)
Memory bw: 205 GB/s, arithmetic peak 3.5 TFlop/s

Kronbichler, Kormann: A generic interface for parallel cell-based finite element operator application. Comput Fluids 63:135–147, 2012
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CPU code example: Cell term for Laplacian from step-37 tutorial

Evaluation of weak form (∇φj ,∇uh)Ωh
representing product v = Au

void cell(MatrixFree<dim> &data,
Vector &v,
const Vector &u,
const std::pair<unsigned int,unsigned int> &range)

{
FEEvaluation<dim,degree> eval (data);
for (unsigned int cell=range.first; cell<range.second; ++cell)
{

eval.reinit (cell); // set pointers to data
eval.gather_evaluate(u, // read from source

EvaluationFlags::values | // sum factorization
EvaluationFlags::gradients);

for (unsigned int q=0; q<eval.n_q_points; ++q)
eval.submit_gradient (eval.get_gradient(q), q);// equation

eval.integrate_scatter (EvaluationFlags::values |
EvaluationFlags::gradients, // integrate, sum factoriz

v); // sum into result vector
}

}
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Matrix-free on GPU: deal.II step-64 tutorial

Implement a function MatrixFree::cell loop over cells with following function on each
cell, structured by the 5 steps of algorithm (step-64 tutorial program of deal.II):

template <int dim, int fe_degree>
DEAL_II_HOST_DEVICE void LocalHelmholtzOperator<dim, fe_degree>::operator()(

const unsigned int cell,
const typename Portable::MatrixFree<dim, double>::Data *gpu_data,
Portable::SharedData<dim, double> *shared_data,
const double *src,
double *dst) const

{
Portable::FEEvaluation<dim, fe_degree, fe_degree + 1, 1, double> fe_eval(
gpu_data, shared_data);

fe_eval.read_dof_values(src);
fe_eval.evaluate(EvaluationFlags::values | EvaluationFlags::gradients);
fe_eval.apply_for_each_quad_point(
HelmholtzOperatorQuad<dim, fe_degree>(gpu_data, coef, cell));

fe_eval.integrate(EvaluationFlags::values | EvaluationFlags::gradients);
fe_eval.distribute_local_to_global(dst);

}
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Matrix-free methods within multigrid solvers

▶ Matrix-free implementation essential to reach good throughput for higher orders
▶ But no matrix entries available – options for multigrid solvers?

Low performance / impossible
▶ Substitutions on matrix entries such as

(S)SOR, ILU → little benefit from using
these smoothers

▶ Algebraic multigrid hierarchy
generation

▶ AMG applied to high-order space
leads to high iteration counts

High performance
▶ Polynomial smoothers (point-Jacobi

within Chebyshev iteration)
▶ Overlapping Schwarz smoothers2 3

▶ Multigrid transfer operations
▶ Algebraic multigrid on low-order

refined discretization

▶ Select point-Jacobi with Chebyshev acceleration despite somewhat higher iteration
counts than Schwarz methods due to better arithmetic optimizations

2Fischer, Lottes, Hybrid Schwarz-Multigrid Methods for the Spectral Element Method, 2004
3Munch, Kronbichler, Cache-optimized and low-overhead implementations of additive Schwarz methods for high-order FEM multigrid computations, Int. J. High Perf.

Comput. Appl. 38, 2024
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Multigrid with matrix-free: Extremely fast

▶ Discontinuous elements, p = 5,
affine mesh

▶ Conjugate gradient solver
preconditioned by ch multigrid
▶ DG: Chebyshev (6,6) iteration

around block-Jacobi (fast
diagonalization)

▶ FEM: Chebyshev (6,6) + pJac
▶ Multigrid V-cycle in single

precision

▶ 2 CG iterations (tolerance 10−3)
▶ Serial performance very high:

2.5 million DoFs / core / sec
▶ Intel Xeon Platinum 8174, 48

cores per node, up to 6336
nodes (full SuperMUC-NG)
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Arithmetic performance 1.9 trillion DoFs:
5.9 PFlop/s (5.7 PFlop/s in SP, 0.27 PFlop/s in DP)
180 GB/s per node (STREAM: 210 GB/s)
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Multigrid on GH200 and AMD Zen 5 CPU (Epyc 9655)

Solve with conjugate gradient, tolerance 10−9, point Jacobi / Chebyshev (5,5) smoother,
polynomial / geometric multigrid; Results scaled per node (2 CPUs / 4 GPUs)

105 106 107 108 109
0

200

400

600

DoFs / node

M
D

oF
s

/[
se

c
×

no
de

]

10−2 10−1 100
0

200

400

600

time solve [sec]

M
D

oF
s

/[
se

c
×

no
de

]
p = 4, 1 node, GH200, FP64 p = 4, 1 node, GH200, FP32/FP64 p = 4, 2 nodes, GH200, FP64

p = 4, 2 sockets, AMD Zen 5, FP32/FP64 p = 4, 4 sockets, AMD Zen 5, FP32/FP64

M. Kronbichler Efficient matrix-free solvers with deal.II 35



Weak scaling of multigrid solver on GPUs

Work with Ivan Prusak, Enes Soydan and Ivan Pribec
Solve with conjugate gradient, tolerance 10−9, point Jacobi / Chebyshev (5,5) smoother,
polynomial / geometric multigrid, system: JUPITER (Nvidia GH200)
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Strong scaling with multigrid

▶ Solution on JUPITER supercomputer
on 4 – 512 GH200 GPUs

▶ Continuous FEM with polynomial
degree p = 4

▶ Polynomial coarsening p = 4,2,1 and
geometric coarsening

▶ Performance on 1 node close to
machine capabilities (2.9 TB/s out of
3.5 TB/s achieved mem-bw)

▶ Even though better scaling is still
work-in-progress (and possibly
system-related), there is little hope
for similar scaling range (factor
30–100) as on CPU
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Recent improvements on matrix-free algorithms for ph-MG solver

New algorithms: Use batching to increase utilization of GPU hardware (work by Enes
Soydan @ RUB)
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Computation vs. Communication on different sizes

▶ Throughput of matrix-vector product in
FP64 on GH200

▶ Communication latency is visible even
within a node

▶ Drastically increases when adding more
nodes

▶ Multigrid suffers from the latency on
coarser levels
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Multigrid: Computation vs. Communication

▶ Matrix-vector product for 7 MG levels on
64 nodes/256 GPUs

▶ 4 levels are completely latency bound
▶ Only 40% is the actual compute work
▶ Multigrid requires multiple matrix-vector

products (for smoother), transfer
evaluation (same amount of
communication, less compute work) and
a coarse sove

▶ JUPITER is still in a pre–production state,
poor network connection has been
reported also by collegues from Ginkgo

▶ Communication avoiding/localizing
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Summary

▶ Iterative methods attractive for high-performance computers
▶ Preconditioner section particularly important
▶ Multigrid infrastructure in deal.II is mature, increasing support for GPU computations
▶ Matrix-free finite element algorithms good target for high performance computing
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